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Multiverse
-Skanda A P, VI Sem, ISE

The multiverse is a group of  multiple universes, 
including the universe in which we live. Together, 
these universes comprise of  everything that exists, 
the entirety of  space, time, matter, energy, physical 
laws, constants that describe them. The different 
universes within the multiverse are called parallel 
universes or alternate universes and by multiple, I 
mean infinite. These uncountable realms sit side by 
side in higher dimensions that our senses are 
incapable of  perceiving directly. The stakes are 
high, each alternative universe carries its own 
different version of  reality. There will be one where 
you wrote this article and I read it, one where 
Avengers: Endgame trailer doesn’t show Tony 
Stark trapped in space. Perhaps an infinite number 
of  universes where many would be exactly like our 
own. You might even exist in some of  them just the 
way you are right now. In others, you might be rich, 
famous and handsome or even a lion! In fact, 
perhaps you might even be invisible in one of  
them.

Each leve l  of  mul t iverse  has  i t s  own 
characteristics that separate it from the other levels. 
Tegmark describes these levels in detail in his book 
Universe or Multiverse, and states that the key 
question isn’t so much whether there is a 
multiverse, but rather how many levels it has. He 
admits that nature may have tricked us into thinking 
our vantage point was the extent of  reality, a fixed 
view of  the world around us. Einstein taught us 
that space is not merely a boring static void, but a 
dynamic entity that can stretch (the expanding 
universe), vibrate (gravitational waves), and curve 
(gravity). Many scientists refer to the multiverse as 
more of  a pocket universe concept, indicating 
different regions in space-t ime that are 
unobservable, but still a part of  our one Universe. 
Inflationary cosmology does state these pocket 
universes can be self-contained, with different laws 
of  physics, different particles and forces and 
p o s s i b l y  e v e n  d i f f e r e n t  d i m e n s i o n s .                                
For now it seems we just don’t yet have the 
brainpower and technology to leap and jump 
between worlds, to cross timelines and experience 
as many pasts, presents and futures as we would 
like. That knowledge and technology may exist, 
though out there somewhere in time.

Level Four: Ultimate Ensemble, Other 
mathematical structures, where ALL potential 
alternate realities can exist, anything and everything 
is possible in terms of  location, cosmological 
properties, quantum states, and physical laws and 
constants. These exist outside of  space-time.

 It sounds bonkers but the latest piece of  
evidence that could favor a multiverse comes from 
the UK’s Royal Astronomical Society. They 
recently published a study on the so-called ‘cold 
spot’. This is a particularly cool patch of  space seen 
in the radiation produced by the formation of  the 
Universe more than 13 billion years ago. The cold 
spot was first glimpsed by NASA’s WMAP satellite 
in 2004, and then confirmed by ESA’s Planck 
mission in 2013. 

C o s m o l o g i s t  M a x  T e g m a r k ’ s 
multiverse classication

Level Two: Universes with different physical 
laws/constants, other post inflation bubbles, far 
more diverse than Level Ones, these bubbles also 
vary in initial conditions as well as other seemingly 
immutable aspects of  nature.

The term “multiverse” was coined in the year 
1895 by psychologist and philosopher William 
James, and is now a mainstay of  theoretical and 
quantum physics, as well as a part of  our religious 
beliefs, mythological stories, and spiritual/New 
Age thought. Many scientists look to the possible 
existence of  other levels of  reality, or other 
universes. Imagine another universe alongside our 
own where the laws of  physics are so completely 
different, that what is impossible here is mundane 
and trivial there.

Level One: Domains beyond our cosmological 

horizon, the least controversial type, what lies 
beyond the vantage point, yet likely has the same 
laws/constants, just with possibly different initial 
conditions than our own.

Level Three: Quantum universes/Many Worlds 
Interpretation, exist alongside us on the quantum 
level where the random quantum processes cause 
the universe to branch into multiple copies, one 
copy for each possible outcome.
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Kubernetes
-Nikhil Hegde, VI Sem, ISE

Persistent Volumes: Programs running on your 
cluster aren’t guaranteed to run on a specific node, 
data can’t be saved to any arbitrary place in the file 
system. If  a program tries to save data to a file for 
later, but is then relocated onto a new node, the file 
will no longer be where the program expects it to 
be. For this reason, the traditional local storage 
associated to each node is treated as a temporary 
cache to hold programs, but any data saved locally 
can not be expected to persist.

To store data permanently, Kubernetes uses 
Persistent Volumes. While the CPU and RAM 
resources of  all nodes are effectively pooled and 
managed by the cluster, persistent file storage is 
not. Instead, local or cloud drives can be attached 
to the cluster as a Persistent Volume. This can be 
thought of  as plugging an external hard drive in to 
the cluster. Persistent Volumes provide a file 
system that can be mounted to the cluster, without 
being associated with any particular node.

Hardware Representation:

Node: A node is the smallest unit of  computing 
hardware in Kubernetes. It is a representation of  a 
single machine in your cluster. In most production 
systems, a node will likely be either a physical 
machine in a datacenter, or virtual machine hosted 
on a cloud provider. Thinking of  a machine as a 
“node” allows us to insert a layer of  abstraction, we 
can instead simply view each machine as a set of  

CPU and RAM resources that can be utilized and 
any machine can substitute any other machine.

Cluster: Nodes pool their resources together to 
form a more powerful machine and that is called 
Cluster. It smartly handles distributing work to the 
individual nodes If  any nodes are added or 
removed, the cluster will shift around work as 
necessary.

Kubernetes was originally designed by Google 
and is now maintained by the Cloud Native 
Computing Foundation. Cloud services now-a-
days offer a Kubernetes-based platform or 
infrastructure as a service on which Kubernetes 
can be deployed as a platform-providing service. 

Kubernetes is quickly becoming the new 
standard for deploying and managing software in 
the cloud. It is an open-source container 
orchestration system for automating application 
deployment, scaling, and management. Wait, but 
what is container orchestration system? 

Applications are typically made up of  individually 
container ized components (often cal led 
microservices) that must be organized at the 
networking level in order for the application to run 
as intended. The process of  organizing multiple 
containers in this manner is known as container 
orchestration.
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Containers: Programs running on Kubernetes 
are packaged as Linux containers. Containerization 
allows you to create self-contained Linux execution 
environments.  Any prog ram and a l l  i t s 
dependencies can be bundled up into a single file 
and then shared on the internet. Anyone can 
download the container and deploy it on their 
infrastructure with very little setup required. 
Creating a container can be done programmatically.

Ingress: Kubernetes needs something to handle 
external traffic. It provides isolation between pods 
and the outside world. If  you want to communicate 
with a service running in a pod, you have to open 
up a channel for communication. This is referred to 
as Ingress. There are multiple ways to add ingress to 
your cluster. The most common ways are by adding 
either an Ingress controller, or a LoadBalancer. 

Software:

Pods: Kubernetes don’t run containers directly; 
instead it wraps one or more containers into a 
higher-level structure called a pod. Any containers 
in the same pod will share the same resources and 
local network. Containers can easily communicate 
with other containers in the same pod. Pods are 
used as the unit of  replication in Kubernetes. If  
your application becomes too popular and a single 
pod instance can’t carry the load, Kubernetes can 
be configured to deploy new replicas of  your pod 
to the cluster as necessary. Pods can hold multiple 
containers.

Deployments: Though pods are the basic unit 
of  computation in Kubernetes, they are not 
typically directly launched on a cluster. Instead, 
pods are usually managed by one more layer of  
abstraction: the deployment. Deployment’s 
primary purpose is to declare how many replicas of  
a pod should be running at a time.Using a 

deployment, you don’t have to deal with pods 
manually. You can just declare the desired state of  
the system, and it will be managed for you 
automatically.

Kubernetes has definitely lived up to the hype! 
Kubernetes allows you to define what your system 
should look like,  how it should behave, and works 
to make your system match that desired state. You 
can also tell Kubernetes how you expect your 
system to adapt. While Kubernetes is not perfect, it 
has made migrating to and running a microservices 
architecture so much easier. Yes, there’s some 
missing functionality here and there, but it’s 
important to remember that Kubernetes is still 
young (initial release in 2014). Excited to see what 
the future will bring for Kubernetes.
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The Perceptron: A Gentle Introduction To Machine Learning

-Abhinav Raichur, Mech, BVBCET Hubli 

Given gray scale images of  handwritten digits, 
can we write a program to recognize which is ‘1’ 
and which one is ‘2’? 

Store the data of  a thousand customers from  a 
local supermarket 

All of  the above tasks which seemed daunting to 
the older computers are now menial. The hand-
held smart phone has capabilities far more complex 
than the ones stated above. In fact, for the above 
tasks, one can write a simple executable program.

That is great, so will the computer be able to 
answer any of  the problems we give it? 

Now the task is not that trivial, observe that the 
digits can be written anywhere in the pixel space 
and there can be no accurate program that takes the 
pixels as an input and be able to give accurate 
results. Moreover, each human has his own 
handwriting. Pause for a moment and appreciate 
how efficient the human brain is, it is almost trivial 
for us to recognise even more complex writings 
and patterns in Images. But, how does the brain 
exactly do this? 

Perform a calculation of  the function sin(78.45) 
to three accurate decimal places

The image above is a plot of  dimensions (x,y) => 
(breadth, length) of  various furniture in a store. 
The black dots represent the beds, and the purple 
dots represent the dimensions of  many chairs.  
Now given another furniture that isn’t in the plot 
above can we recognise if  it’s a chair OR a bed just 
by receiving those dimensions? 

We know that a computer stores gray scale 
images in terms of  pixel values (integers) between 
0(fully black pixel) and 255(fully white pixel). Look 
at the example image below

After some thought, the best way to classify 
would be to draw a line approximately between the 
two types of  dots and observe that the points lying 
above the line are black dots (bed), the ones below 
are red dots(chairs)

Help you connect with a distant friend over the 
sea 

 Let us consider a few cases where computer has 
helped us increase efficacy in tasks, primarily in 
terms of  speed, memory and communication:

 

We have been trained to read and write digits 
since we were in Kindergarten. We have slowly 
acquired the relation between the patterns and 
what those images mean. What if  we could do the 
same to computers! Read along to understand the 
basics of  one such training algorithm – The 
Rosenblatt Perceptron!

INSPIRATION FROM GEOMETRY:
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If  y +1.5x - 26 >= 0 the object is a bed 

If  y +1.5x - 26 < 0 the object is a Chair

Well that was easy, now we can clearly say that the 
points lying above the line (y = -1.5x + 26) are beds 
and the ones below as chairs. Also any new entries 
of  dimensions of  a bed would be clustered around 
the black dots. So we can say that the line does a 
pretty good job of  classifying the furniture! Putting 
this mathematically we could say that 

Change in weights(for all a,b,c) = L.e

Observe the way Error parameter is set; it is 
giving us the direction in which the weights have to 
be changed. Suppose P predicted the furniture to 
be a chair, however it was a bed, we see that the 
error is positive which means we need the 
prediction function to swing more towards positive 
value for this input set, this is how the weights are 
changed over every item in the dataset multiple 
times until the desired accuracy is reached. 

Now we can generalise this notion of  drawing a 
line to separate the classes (bed and chair) and call 
the general equation of  the line to be ax + by + c = 
0. Observe that setting proper values for a,b, and c 
will give us the proper line that divides the classes, 
But how do we do this? 

Where (x, y) represents (breadth, length) of  the 
furniture  

Prediction: P = ax + by + c –  chair (if  P<0) else a 
bed 

This training process is repeated for every set of  
input in the dataset and the number of  times the 
algorithm trains over the same dataset is termed 
epochs. With the general schematics of  training set 
as above, let us write down the specific 

mathematical formulas involved: 

Error (e) = { 0 if  prediction P is proper, -1 if  
prediction was bed but it actually was a chair, 1 if  
prediction was chair but it actually was a bed }

The Perceptron algorithm generalises to ‘n’ input 
dimensions, in case of  an additional height 
parameter, the points are now in 3D space and the 
figure separating the classes is no more a line.... But 
a plane! As shown here

Training: 

Where L = learning rate; e = error 

 The process of  finding appropriate values of  a, b 
and c (called weights) is the intent of  the training 
process. We use a pre-known dataset that includes 
all the dimensions of  furniture and also specifies 
the class of  the furniture. We use this pre-known 
data to improve our weights and hence find the 
appropriate classifying line. Before jumping right 
into the training lets closely look at the elements 
involved in training:

So far so good, but our example had only two 
input parameters (breadth and length). What if  we 
were also given height as an input? 

Similarly for ‘n’ dimensions the associated 
classifying figure is called as Hyperplane (Just a 
fancy name for a plane in higher dimensions). 
Finally the perceptron 
can be visualised as 
below. The weights are 
w’s and the inputs are 
x’s which are summed 
and are given a value of  
0 or 1 based on the sign 
(which correspond to 
the classes)
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Human Echolocation
-Susmitha R, VI Sem, ISE

Echolocation has been further developed by 
Daniel Kish, who works with the blind through the 
non-profit organization World Access for the 
Blind. He leads blind teenagers hiking and 
mountain-biking through the wilderness, and 
teaches them how to navigate new locations safely, 
with a technique that he calls "FlashSonar". Kish 
had his eyes removed at the age of  13 months due 
to retinal cancer. He learned to make palatal clicks 
with his tongue when he was still a child—and now 
trains other blind people in the use of  echolocation 
and in what he calls "Perceptual Mobility". Kish 
reports that "The sense of  imagery is very rich for 
an experienced user. One can get a sense of  beauty 
or starkness or whatever—from sound as well as 
echo. He is able to distinguish a metal fence from a 
wooden one by the information returned by the 
echoes on the arrangement of  the fence structures; 
in extremely quiet conditions, he can also hear the 
warmer and duller quality of  the echoes from wood 
compared to metal.

Equivalent to sonar or radar, echolocation is the 
production of  sound used for communication. 
Echolocation is the use of  ultra-high frequency 
sounds for navigation and locating prey. Bats and 
marine mammals are able to use sound to see. It is 
the returning echoes that give the animal an image 
of  some parts of  its environment. Echolocation is 
used to replace eyesight and is a means of  survival 
for many. The echoes must be loud enough to 
return to the animal and short enough so that the 
echo of  the sender returns back to the animal or 
human before the next one is sent out. The term 
was created by Donald Griffin, who was the first to 
conclusively demonstrate its existence in bats.

Scientists have discovered that in the brains of  
the blind, the visual cortex becomes active when 
another sense is used or stimulated. The 
substitutions for sight are typically hearing and 
touch. With echolocation, blind people can interact 
with the world like marine mammals and bats. Ben 
Underwood, a 14 year old of  California, is one of  
the few people who use this method for his "sight". 
Diagnosed with cancer at the age of  2, he lost his 
vision and learned to use echolocation as his 
primary source of  navigation. Ben makes 
"clicking" sounds to communicate with people and 
to establish the identity of  the objects surrounding 
him. By interpreting the different sound waves 
reflected off  nearby objects, a person trained to 
navigate by echolocation can identify the location 
and even the size of  nearby objects. They use this 
information to travel from place to place and steer 
around obstac les  in  the i r  course.  With 
echolocation, Mr. Underwood can identify where 
the curbs are when he is riding his bike around his 
neighborhood.

Human echolocation is the ability of  humans to 
detect objects in their environment by sensing 
echoes from those objects, by actively creating 
sounds: for example, by tapping their canes, lightly 
stomping their foot, snapping their fingers, or 
making clicking noises with their mouths. People 
trained to orient by echolocation can interpret the 
sound waves reflected by nearby objects, accurately 
identifying their location and size.

In a 2014 study by Thaler and colleagues, the 
researchers first made recordings of  the clicks and 
their very faint echoes using tiny microphones 

placed in the ears of  the blind echolocators as they 
stood outside and tried to identify different objects 
such as a car, a flag pole, and a tree. The researchers 
then played the recorded sounds back to the 
echolocators while their brain activity was being 
measured using functional magnetic resonance 
imaging. Remarkably, when the echolocation 
recordings were played back to the blind experts, 
not only did they perceive the objects based on the 
echoes, but they also showed activity in those areas 
of  their brain that normally process visual 
information in sighted people, primarily primary 
visual cortex. Brain structures that process visual 
information in sighted people process echo 
i n
f o
r
m
ati
on 
i n 
bli
nd 
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ho
l o
cation experts.
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Word Embeddings in Neural Networks and Deep Learning

-Shreya A N, VI Sem, ISE

I t  i s  ra ther  wel l  known that  Machine 
Learning(ML) and related areas have dominated 
the spectrum of  technological development and 
advancement for quite a while now, and there is no 
doubt that they will continue to do so. Almost 
everything we use or see around us today is 
automated. From online language translators, self-
driving cars to AI assistants, automation has taken 
over the world by storm. Needless to say, the vast 
scope for solving and further, optimizing various 
seemingly trivial, yet challenging problems is the 
main reason for the outbreak of  Artificial 
Intelligence(AI). And how does a computer 
program go about solving these problems? Exactly 
how you and I would. We have been trained, since 
our birth, to analyse the situations we are in and act 
accordingly. Our surroundings, the happenings 
around us constitute the input data that our brain is 
fed. It learns from this data and comes to a 
conclusion, analogous to the output. Machine 
Learning is  an appl icat ion of  Ar t ificia l 
Intelligence(AI) that does just that. It provides 
systems the ability to automatically learn and 
improve from experience without being explicitly 
programmed. Machine learning focuses on the 
development of  computer programs that can 
access data and use it to learn for themselves. ML 
and Deep Learning architectures are being used for 
digital image processing, voice recognition, voice 
triggering, text analysis and several other 
applications.

This article provides a superficial view of  how a 
computer program analyses textual data and 
understands human language. 

This associativity rule holds good because the 
distance between the vectors of  the words “man” 
and “woman” is approximately equal to the 
distance between the word vectors of  “king” and 
“queen”.

Word Embeddings

Please note that computational machine learning 
and linear algebra are complementary. Concepts of  
machine learning, neural networks can be better 
understood by considering their input, output 
values to be vectors in an N-dimensional space. 

In simple words, word embeddings are words 
converted to numbers, or in a better sense, words 
represented by vectors in space. Many ML 

algorithms and Deep Learning models are not 
capable of  processing strings in their raw form. 
They need their inputs to be numbers. Plus, 
handling numbers is better than handling 
enormous amounts of  textual data. Word 
embeddings also allow words with similar meaning 
to have similar representation. For instance, we 
need our model to be smart and thus, understand 
that the words “joyful”, “exuberant”, “happy” 
convey the same emotion; whereas the words 
“grief ”, “despondence”, “gloomy” convey the 
opposite. As word embeddings are basically vectors 
in space, they can be geometrically represented 
using suitable tools. 

We can make our model smarter by teaching it the 
associative relations that exist between words. For 
instance, as humans, we know that man is to 
woman as king is to queen. Mathematically, man : 
woman :: king : queen

The computer program understands this 
associativity through word embeddings.

In the diagram above, notice how the words 
“joyful”, “exuberant”, “happy” are clustered 
t o g e t h e r ,  a s  a r e  t h e  wo r d s   “ g r i e f ” , 
“despondence”, “gloomy” implying their 
contextual similarity; but the two clusters are quite 
far from each other implying their contextual 
dissimilarity.
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Sentence 1: Obama speaks to the media in Illinois

Except for the prepositions, there are no 
common words among the two sentences. 

Nevertheless, the two sentences mean the same. 
WMD uses word embeddings to calculate the 
distance so that it can calculate even though there is 
no common word. The assumption is that similar 
words have similar word vectors.

This distance can be Euclidean Distance, Cosine 
Distance or Jaccard Similarity but they possess 
some limitations. To overcome their limitations, 
Word Mover’s Distance(WMD) was introduced. 
Let us consider an example.

Sentence 2: The president greets the press in 
Chicago

When a neural network model was asked to 
predict (man : computer programmer :: woman : ?) 
using word embeddings, it was shocking to see that 

the model actually predicted (man : computer 
programmer :: woman : homemaker). It is clear that 
this output is biased. Blind application of  machine 
learning architectures on biased datasets will 
further amplify the bias. It thus becomes necessary 
to get rid of  all such existing biases. Let’s briefly 
discuss how gender bias, of  the kind illustrated 
before, can be eradicated.

Debiasing word embeddings:

To sum it up, word embeddings have paved the 
way for groundbreaking advancements, especially 
in human text/language understanding and 
NLP(Natural Language Processing). The concepts 
we discussed here are not very complex. However, 
the results derived from these went on to solve 
complex problems.

In the figure, notice that the word vector 
“babysitter” is closer to the word vector 
“grandfather” than it is to “grandmother”. As a 
result, the chances of  the model associating 
“babysitter” with “grandfather” are higher than 
associating “babysitter” with “grandmother”, 
leading to gender bias (the profession of  
babysitting should not be dependent on the gender, 
ethically). To get rid of  this bias, the word vectors 
of  “grandmother” and “grandfather” are moved to 
new points in the same space such that they are 
equidistant from the line in non-bias direction, 
consequently, equidistant from the word vector 
“babysitter”. The paper on Debiasing Word 
Embeddings was submitted on 21 Jul 2016 by 
Tolga Bolukbasi, Kai-Wei Chang, James Zou, 
Venkatesh Saligrama, Adam Kalai and remains 
monumental to this day.
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Security or Surveillance? What’s the “Going Dark” debate about?

-Shripriya Bhat, VI Sem, CSE

So the real problem here is are we okay with the 
breakdown of  our privacy, simply because non-
wired life is mostly unimaginable to a lot of  us, and 
the loss of  privacy seems unavoidable. Social media 
sites are busy collecting information and building 
profiles on people. The data is out there, easily 
available, and the government is powerful enough 
to get what it wants.

Encryption is the process of  scrambling 
information, making it unreadable in order to 
protect it from unauthorized access. In today's 
world of  computers and networks, the value of  
encryption cannot be overstated. Simply put, 
encryption keeps you protected. Any weakness in 
encryption can be exploited.

In the pilot episode, Mr.Robot says, “People 
don’t know how vulnerable they are”. And this is 
true, in a society where every last detail of  people’s 
lives is captured and shared online, our data has 
b e c o m e  a  m u c h - c o v e t e d  c o m m o d i t y. 
Governments monitor our phone records and 
WhatsApp threads, corporations sell our interests 
and search records to the highest bidder, and – 
somewhere in the murky and deep corners of  the 
internet – a dark army of  phishers, spammers and 
general hackers lies in wait, ready to steal our credit 
card details or leak our darkest secrets to the wider 
web.

In this article, we will first look at how important 
encryption is, and the value of  anonymity on the 
web. Later we will examine the “going dark” 
debate, how is the dark web related to all this, and 
examine the law enforcement’s challenges in 
investigative measures. Then conclude with ways 
that we can protect ourselves, because in the end, 
Internet and our smart phones are a window into 
our entire life - a slice of  our identity.

End-to-end encryption is being used to describe 
situations in which information is being encrypted 
at the end points of  a communication channel, and 
only the original sender and intended recipient 
possess the keys necessary to decrypt the message. 
In other words, the information is not capable of  
being read by anyone who sees it traverse a network 
between the sender and the receiver. Similarly,  in 
device encryption the keys exist only on locked 
devices which prevents the contents from being 
read by anyone who does not possess the keys/ 
passcodes.

The last few years Hollywood has taken a liking to 
Hacking. Security and surveillance have featured 
heavily in films and TV series. Ranging from 
Snowden to Mr.Robot, they have addressed the 
ongoing debates about surveillance, privacy and 
anonymity on the Internet, while touching the 
fundamental, also controversial, issues consisting 
of  the various practices of  government institutions 
monitoring its citizens in the name of  security, thus 
portraying it both as a necessity and at times a threat 
to freedom and liberty of  people.

Everything that you do with the modern day 
communication devices leaves a digital trail. And 
this trail is followed intensely not just by giant 
corporations and hackers, but also by governments 
and their security services. As a result, online 
anonymity is now much more difficult than before, 
and looks to become less and less achievable. 

The crucial question here is can anonymity online 
be saved? To make anonymity real, there is a lot to 
be done. Starting with encryption, changes in the 
existing laws to a deeper understanding of  what 
privacy really means and why it matters. 

Encrypt ion  and  mainta in ing 
anonymity

“Going Dark” and the Dark Web. Who exactly 
are you hiding from?
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3. Secure your Browsing and 
Internet Traffic

     - Use your phone’s Data for better Security.

Thus the “going dark” debate, or the “crypto 
wars” are far from over. Ultimately, you don't have 
to pick a side. But you will.

 - Forget password, think passphrase or use a 
password-management app like LastPass or 
1Password.

 - Encrypting your Emails can be tricky, as the 
contents can be kept private, but 
for the metadata, there isn’t much 
we can do to secure it. Hence use 
paid services like FastMail or 
consider services that don't 
require you to handle private keys, 
such as ProtonMail.

Bruce Schneier, a renowned cryptographer, 
computer security professional, rightly said, “The 
going dark debate is painted as a trade-off  between 
security and privacy. It's not. It's a trade-off  
between more security and less security.” 

   - Use a VPN.

 - Be mindful of  every app you install as every app 
will ask for permissions to your phone's features or 
data. 

Ways to encrypt your devices, stay 
safe on the Internet and maintain 
your privacy.

2. Secure your Messaging

  - Public WiFi Networks are a big “NO” : 
Remember, If  you ever use a public network, like a 
Wi-Fi hotspot in a coffee shop or anywhere else, be 
extremely careful. 

 - Avoid using services that require location 
information.

How does the dark web fit into 
this?! Anonymity is the link. In our society, people 
are starting to respect and value their privacy. 
Slowly but surely.

1. Secure your Devices

Law enforcement has the legal authority to 
intercept and access communications and 
information according to court orders, however it 
often lacks the ability to do so because of  the 
current and emerging technology. This scenario is 
called “Going Dark” - where the law enforcement 
agencies are not successful in tracking your 
activities. Going dark poses a 
major problem for the intelligence 
agencies across the world, and they 
have been a vocal regarding the 
issue.

T h e  u s e  o f  s u r ve i l l a n c e 
technology in governmental 
i n s t i t u t i o n s  h a s  b e e n  a 
controversial practice, but in their 
defence, they need surveillance to 
detect serious threats to society, 
like terrorist attacks and crimes. So 
it all comes down to how much 
surveillance is too much?!

Hence going dark is becoming a necessary 
answer to the increase in surveillance and invasion 
of  privacy. 

The internet has changed our lives in a number of  
positive ways, but it also has a dark side. Personal 
privacy has been lost, leaving you at risk from cyber 
criminals, commercial companies, government 
organisation and security agencies. There is no such 
thing as perfect security, but there are steps you can 
take to limit your exposure, keeping your activities 
and information safe and sound.

 - Use Encrypted Messaging Apps such as: Apple 
Messages, Signal, Whatsapp, Wickr Me. 

   - Use the Tor Browser: It lets its 
u s e r s  b rowse  the  i n t e r ne t 
anonymously by bouncing traffic 
through multiple sources.

   - Use HTTPS everywhere to enhance your 
security, which forces websites to use encryption by 
default.

Concluding Thoughts.

With more visibility, it’s possible that we would be 
better protected. But it’s difficult choice to make.



11

A sneak peek into General Purpose Computing on Graphics 
Processing Unit (GPGPU)

-Naresh Prabhu, MS, 
Computer Systems and Software, Georgia Tech 

Imagine that we have an array of  10 integers from 
0 to 9. We intend to increment the value of  each 
element by 100, to get a new array with numbers 
from 100 to 109. 

Initial state: array = {0, 1, 2, 3, 4, 5, 6, 7, 8, 9}

Final state: array = {100, 101, 102, 103, 104, 105, 
105, 107, 108, 109}

As you might have guessed, it is quite simple to do 
this. All you need is a loop that runs 10 times adding 
100 to each of  the element. Let’s say we have a fast 
CPU that’s able to do a single addition operation in 
1 nanosecond. This computation will then ideally 
take us 10 nanoseconds (107 times faster than 
average blink of  an eye, Wow!). Now, let’s increase 
the number of  elements to 10 billion (you may be 
wondering, where would you find the need to 
operate on 10 billion elements? LIGO already 
holds over 4.5 petabytes of  data and it is increasing 
at a rate of  800 terabytes every year. LIGO is just 
one instance, there are several other applications 
where humongous data crunching takes place) Our 
CPU will now ideally take 10 seconds to do the job. 
In the computing world, 10 seconds is like a million 
years, and you are using a million “computer years” 
just to perform addition? The easy solution would 
be - use a faster CPU. A CPU that takes half  a 
nanosecond to do one problem of  addition, would 
take 5 seconds to do the operation, ideally.(a 
quarter nanosecond would then imply 2.5 seconds.)

We can see that our operation of  adding 100 to 
each element, is independent of  every other 
element, that is, the result of  adding 100 to the 
second element ‘1’, doesn’t depend on adding 100 
to the first element ‘0’. Hence, this operation is 
independent of  other elements. So, let’s divide our 
array of  10 billion elements into two arrays of  5 
billion each. Let us procure another CPU with 
identical specification to our original CPU, and 
perform the addition operation. Since we have 2 
CPUs effectively, the job that took 10 seconds 
earlier, will now take 5 seconds, ideally (5 seconds is 
still half  a million “computer years”, but we have 
something better than before.) Make a note of  the 
fact that, unlike frequency, we are not increasing the 
power density by increasing the number of  cores. 
We may be increasing the total power required but, 
the power density remains same as we have two 
chips now, instead of  one. Increasing to 4 chips; 
dividing the array with 10 billion elements into four 
new arrays; then computing, will reduce our time 

However, building a faster CPU is not as easy as it 
sounds. A faster CPU is more than just higher 

operating frequency (a loose rule of  thumb, higher 
the frequency, faster the operation). Power 
management of  a high frequency CPU is extremely 
challenging. To give you some perspective, the 
power density of  Intel Pentium IV (see image) chip 
was higher than a hot plate (with increase in 
frequency, the power required increases, thus, 
power density increases). We are posed with a very 
serious question here: How do we achieve greater 
computing power? I would like to unfold the 
answer to this question using some basic math and 
a lot of  intuition. 



12

Apart from procuring 10 billion chips being 
unrealistic, there is another catch here: the 
programming paradigm. A sequential program 
(that you would usually write to do this operation 
on a CPU) cannot be executed efficiently on a 
conventional  paral le l  computer.  Paral le l 
programming is completely a well-defined 
parad igm in  i t se l f .  Numerous  l ib ra r i e s 
implementing algorithms for this methodology are 
available. But, the learning curve is rather time 
consuming  you spend a lot of  time, so that you can 
do something in a short interval time, quite 
paradoxical right? (not really, that’s what we actually 
do in real life.) Although, this applies to all human 
activities in life, let’s not apply it to the activities 
related to computers. 

We very well know the fact that GPUs are key 
elements in today’s gaming devices. What are these 
GPUs anyway? They are a type of  parallel 
computer. They are noobs when it comes to 
sequential processing, but pros of  parallel 
computing. Today’s GPUs are designed in such a 
way that they can be programmed very similar to 
how a CPU is to be programmed. One such 
example is the CUDA programming model by 
NVIDIA. Parallel programming multiple CPUs 
might be a difficult task but a GPU is relatively easy.

As you can see from the graph, there is no 
considerable difference in the performance for 
small size images. This is because most GPU cores 
are idle without any processing (only 128 cores out 
of  4352 used = 2.94% utilization) and also CPU 
supports parallelization (technically speaking it’s 
not parallelization but ‘concurrency’. Let’s keep it 
simple by assuming it’s parallelization) to some 
extent. As more and more cores of  GPU get 
utilized, the performance increases (lower the time 
taken, higher the performance), but since CPUs do 
not have large number of  cores (the max number 
of  cores I have used on a desktop computer is 36) 
massive parallelization in computation is not 
possible on conventional CPU systems. Hence, 
general purpose programming will soon need 
graphics programming unit, as we have entered the 
era where, “oil is not the most valuable resource 
anymore, but data is”. 

required by 4 times (somewhat similar to Divide 
and Conquer algorithm applied to hardware. Do 
not worry if  you are not familiar with this 
algorithm, we won’t need it for the entirety of  this 
article). 

You can see that the limiting case of  this problem 
is procuring 10 billion chips, dividing the array into 
10 billion parts and adding 100 to each element (for 
further speed-up we need to increase the frequency 
contradiction alert!). Our operation will now take 
us only 1 nanosecond, ideally. This is the idea of  
parallel computing - divide the program into 
several independent computational blocks, so that 
they can be processed in parallel to achieve faster 
execution. 

So, how do we harness the power of  parallel 
computing as easy as we harness the power of  
sequential programming? *enter engineer (Star 
Wars theme playing in background) * 

To show you the performance comparison of  
parallel programming a CPU and a GPU, I am 
attaching a timing analysis graph of  one of  the 
simulations that I did, “Calculating two 
dimensional discrete Fourier transform of  images 
of  different sizes”. 

The latest GEFORCE RTX 2080Ti GPU by 
NVIDIA comes with 4352 cores (clearly, justifies 
why laptops with GPUs are bulky and heavy. That’s 

the price you have to pay). Anyone who has access 
to any supported NVIDIA GPU can learn parallel 
programming with CUDA and experience for real 
the power of  parallel computing. The days are not 
far when the CPUs are going to be replaced by 
GPUs for majority of  the computational tasks 
(CPU will stay around for some very minimal 
utility) and having the knowledge of  CUDA 
programming (or any other parallel programming 
paradigm) will be very useful. 
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Speak of  the latest technologies that will 
inevitably impact human life in a relatively 
immediate future or perhaps have already!, one 
cannot afford to not mention IoT (internet of  
things). This very idea of  perceiving insights into 
the lives of  the living and the undead (machines), 
by utilizing the data gathered from their activities, 
fascinates every ambitious individual.

While the world willingly or not, but accepts this 
technological data-revolution, the maritime 
industry finds this idea equally useful and very well 
applicable for the monitoring and regulatory 
purposes.

M
o s t 
o f  
t h e 
tr a n
s a c
t i on
s i n 
t h e 

m
a rin
e sector deal with mobile and fixed offshore 
structures like shipping vessels, oil rigs, buoys etc.

These structures face some of  the most hostile 
conditions on earth, yet they sustain due to their 
scientific design and comprehensive maintenance 
based on the guidelines laid by certification and 
regulatory bodies like IMO (international maritime 
organization).

Most of  these structures have dedicated 
monitoring systems for major components, which 
comply with the classification agency rules, but the 
data gathered is distributed and localized to the 
specific machine or part's monitoring system. This 
reduces the utility of  the gathered data, thus with 
the integration of  IOT, we can have a centralized 
monitoring and diagnosis system which will handle 
all the feeds from every monitored part.

Now this large data can be used for predicting 
maintenance requirements, scheduling repair and 
replacement. Further, the information can be used 
as a statement of  proof  for regulation and 
enforcement. All the undulations can be monitored 
and controlled from a single bridge or portable 
devices hence simplify the process for marine 
engineer. 

In spite of  all the measures accidents do occur, 
some minor while some costing a fortune and not 

to mention the risk of  life involved. In most of  the 
circumstances, the root cause of  catastrophic 
failures can be traced to dysfunctionalities in the 
main supply, propulsion units, engines, and 
generators.  Monitoring the performance 
characteristics of  the key parts of  these major units 
helps in the maintenance and proper functioning 
of  the structures, thus significantly bringing down 
the probability of  failure.

IoT assisted condition monitoring of  marine systems

-Zia Ur Rahman, B.Tech, Indian Maritime University
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It can also used to detect double bit(2 bit) errors.

Parity Bits : A parity bit, or check bit, is a bit 
added to a string of  binary code to ensure that the 
total number of  1-bits in the string is even or odd. 
Parity bits are used as the simplest form of  error 
detecting code. There are two variants of  parity 
bits: even parity bit and odd parity bit.

Hamming Code Structure :

They are linear block codes.

Why is Hamming Code still used?

Other bits are for data to be encoded in it.(data 
units)

Block length, n = 2m-1

Number of  message bits, k = 2m-m-1

It can be applied to the data units of  any length.

Number of  parity bits, (n-k) = m

Data transmission is traditionally error prone, but 
computers really prefer data to be completely error 
free. So one can easily find out the error along with 
the specific location of  it. More than that it is one 
of  the efficient code for finding and correcting the 
errors.

Minimum distance, dmin = 3

Selection of Parity bits:

  - If  Px group contains odd number of  1’s the value 
of  Px will be 1 and vice-versa. (Here the intention is 
to make the total number of  1’s in the group even. 
This further helps to detect errors) 

 - The above selected values of  parity bits are 
arranged in an array along with data bits and sent 
from transmitter to receiver.

Detection and Correction Of Errors :

There are two ways of  handling transmission 
errors :-

All bit positions that are power of  2 are marked as 
power ‘parity bits’ i.e. (1,2,4,8,…)

It is used to detect and correct single bit errors.

Hamming code is a set of  error-correction codes 
that can be used to detect and correct the errors 
that can occur when the data is moved or stored 
from the sender to the receiver. It’s an awesome 
concept developed by R.W.Hamming for error 
correction while transferring the data. Hamming 
codes are example for FEC(Forward Error 
Control).

Simple Equations (for the block 
code(n,k) and m>=3):

Simple way is by using Hamming code. The data 
which is transmitted from the source is received by 
the receiver at the destination. If  the received data 
group has even number of  1’s, then there is no 
error else the error is present in that data group. 
The simple parity codes cannot correct errors. So 
Hamming code is used. The easiest way to correct 
the error is :

  1. Easy to encode and decode data at both sender 
and receiver end.

 - Take the parity bits in the decreasing order in a 
sequence. Convert it into their decimal format 
results in getting the exact location of  the error-bit. 
Simply invert the error-bit.

 2. Easy to implement in programming languages 
like C,C++,C#...

 2. Error detection and retransmission

  1. Error detection and correction

Advantages of Hamming Code:

Hamming Code
-Akshay A B, II Sem, ECE
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 Disadvantages of Hamming Code:

  1.  Cannot be used in the situation of  high error 
rates. 

 2.  Requires more bandwidth as we send both 
parity and data bits at once.

 

Applications of Hamming Code:

  2.  In satellite communication hardwares.

  1.  In DRAM memory chips.

 3. It works well in low error rate application 
telecoms. It doesn’t work well in burst error 
applications where many consecutive bits are 
faulty(Ex: Scratches on CD’s,disks,…) 
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CRISPR and the future of  humans
-Tehelj, VI Sem, BT

Is there something that you’d always want to 
change about yourself ? Not just your height or hair 
colour, but down at the genetic level? For the first 
time in science, the ability to edit, and select genes 
and its traits are within reach. But the hitch is 
nobody has played this game before. 

Mutation and evolution have shaped all life forms 
on earth- from ants to whales. While mutations 
occur randomly, evolution mainly occurs by natural 
selection. Well, not anymore. Humans are recasting 
the rulebook of  evolution. There’s have been so 
many advancements that science can repair our 
body, and help us fight enemies we can’t even see. 
And now people are dying from having too much 
food rather than having too little. Let's not forget 
we’ve discovered the molecule of  life- DNA, which 
has helped us to steer evolution.

CRISPR was obtained from the simplest 
organism- bacteria. It is a defence mechanism used 
by bacteria against viral infections. Scientists 
realised that it works on any cell and by modifying it, 
CRISPR could cut any sequence of  DNA. Because 
of  this, CRISPR is reprogrammed to kill cancer 
cells, cure HIV-AIDS. Even complex traits like 
heart disease or diabetes caused by interaction of  
many genes can be reversed using CRISPR. But for 
this, the genes have to be modified at embryonic 
stage. 

Using CRISPR, parents can have a baby with 
strong muscles or with high IQ level or with green 
eyes. All this comes with a downfall. There are 
many tough questions. Curing disease and 
developing “designer babies” are ethically 
questionable. It makes you wonder if  we are 
actually using it make PEOPLE BETTER or to 
make BETTER PEOPLE ? What if  only the rich 
could afford this? Are we allowed to decide the next 
generation’s genetic future? Do we have the ability 
to handle the new evolutionary change? Or will we 
actually do it? Stay curious.

DNA’s information is stored in long nucleotide ( 
say letters) sequence. In early 20th century, 
scientists found ways to mutate DNA rapidly and 
by late 1990’s they were able to change large chunks 
of  DNA thereby creating bacteria which could 
produce insulin and mice which could produce 
antibodies. But, nothing matches the ground-
breaking discovery of  CRISPR- a gene editing tool. 
This tool is so precise that it could change a single 
letter in a haystack of  3 billion letters of  DNA. It 

has the power to reshape humanity. It’s like we 
suddenly have a word processor to edit genomes 
and life. 



17



18


	Page 1
	Page 2
	Page 3
	Page 4
	Page 5
	Page 6
	Page 7
	Page 8
	Page 9
	Page 10
	Page 11
	Page 12
	Page 13
	Page 14
	Page 15
	Page 16
	Page 17
	Page 18
	Page 19
	Page 20

